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) QEMUKRERS

Fabrice Bellard fabrice.bellard at free.fr
Sun Mar 23 14:46:47 CST 2003

e Previous message: SPI GETGRADIENTCAPTIONS
e Next message: [announce] QEMU x86 emulator version 0.1
e Messages sorted by: [ date ] [ thread ] [ subject ] [_author ]

Hi,

The first release of the QEMU x86 emulator is available at
http://bellard.org/gemu/. QEMU achieves a fast user space Linux x86
emulation on x86 and PowerPC Linux hosts by using dynamic translation.
Its main goal is to be able to run the Wine project on non-x86
architectures.

Fabrice.

FERBEBREHFITS,HEGSHARET (IPADS@SJTU ) 15



KVMARRIHSE

« 20055118 , IntelZfomBVT-xBIFFPentium 44-THEE

« 2006ZEHHA , QumranetAEIFERERF AKVM(Kernel-based Virtual
Machine) , HF11B &%

e 20075 , KVM#EEES#HLinux 2.6.20
- 2008598 , RedhatH& 112700t Qumranet
« 20094 , QEMU 0.10.1F&AERKVM , DIBREHHEIIBN AR

EBRBEBREAFITEDHXESHARET (IPADS@SITU ) 16



) QEMU/KVMZELS

- mﬁ%ﬁtﬁﬁmiﬁ%mﬂj
« KVMEALinuxPItZiEHRIETT , [REESCIHHI
— A LAEE(ERLinuxpYThAE
~- BN EERE. #EEE
— (FREE A ERMEINEE
- FElRSIE
— KVMIEIERTESIRIESTIE G | (BB45QEMU
— KVMARZRNEIMY | EEFERAQEMURIEIIRE

FERBEBREHFITS,HEGSHARET (IPADS@SJTU )

17



) QEMUERKVMAIARSIEL

- QEMU{EH/devikvm5RZSHIKVMIE(S
— {EioctiA KVMIEIEARNTS CREATE_VM, CREATE_VCPU,

KVM_RUNZ:
| . VMM ., : ;v VM -
ELo OEMU . Processes
oot i ___ostene |
/dev/ikvm

Hardware Virtualization
B RER TS REREGFHRFT (IPADS@SITU )




QEMU{EFHKVMBIRARPSEO

open ("/dev/kvm")
ioctl (KVM CREATE VM)

ioctl (KVM CREATE VCPU) Invoke VMENTRY
while (true) | ////////
ioctl (KVM RUN)

exlt reason = get exit reason();
switch (exit reason) {
case KVM EXIT IO: /* ... */
break;
case KVM EXIT MMIO: /* ... */
break;
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- 1. S2FAFE(Shadow Page Table)
- 2. BI¥TaFE(Direct Page Table)

- 3. BHENME
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2R > 11 AR

1. VMM intercepts guest OS setting the virtual CR3

2. VMM iterates over the guest page table, constructs a corresponding shadow
page table

3. In shadow PT, every guest physical address is translated into host physical
address

4. Finally, VMM loads the host physical address of the shadow page table
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) Shadow Page Table iZ5

set_cr3 (guest_page_ table):

for GVA in 0 to 229

shadow page table[GVA]
else

shadow page table[GVA]

CR3 = PHYSICAL ADDR(shadow page

if guest page table[GVA] & PTE P:
GPA = guest page table[GVA] >> 12

HPA = host page table[GPA] >> 12

(HPA<<12) |PTE P

_table)




) Guest OSIETAZR , MM ?

 Real hardware would start using the new page table's mappings

— Virtual machine monitor has a separate shadow page table

« Goal:

— VMM needs to intercept when guest OS modifies page table, update shadow page table
accordingly

 Technique:
— Use the read/write bit in the PTE to mark those pages read-only
— If guest OS tries to modify them, hardware triggers page fault
— Page fault handled by VMM: update shadow page table & restart guest
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GuesttZI{ 5 Guest RS ?

- How do we selectively allow / deny access to kernel-only
pages in guest PT?
— Hardware doesn't know about the virtual U/K bit
* lIdea:

— Generate two shadow page tables, one for U, one for K

— When guest OS switches to U mode, VMM must invoke
set ptp(current, 0)

IR -> 29 AR
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Guest Kernel-only Pages
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Physical-Page Base Address AVL G
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set_ptp(guest_pt, kmode):
forgvain 0 .. 2%
if guest_pt[gva] & PTE_P and
(kmode or guest_pt[gva] & PTE_U):
gpa = guest_pt[gva] >> 12
hpa = host_pt[gpa] >> 12
shadow_pt[gva] = (hpa << 12) | PTE_P | PTE_U
else:
shadow_pt[gva] =0
PTP = shadow_pt
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) Two Memory Views of Guest VM

When guest OS When application
is running is running
7%
Kernel space / ﬁ\
No user
access
User space
User
accessible

Shadow PT Shadow PT
(guest kernel) (guest user)



) 2. Direct Paging (Para-virtualization)

* Modify the guest OS
— No GPAis needed, just GVA and HPA

— Guest OS directly manages its HPA space
— Use hypercall to let the VMM update the page table

— The hardware CR3 will point to guest page table

« VMM will check all the page table operations

— The guest page tables are read-only to the guest



) 2. Direct Paging (Para-virtualization)

* Positive
— Easy to implement and more clear architecture

— Better performance: guest can batch to reduce trap

 Negatives
— Not transparent to the guest OS
— The guest now knows much info, e.g., HPA

» May use such info to trigger rowhammer attacks
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